A VISUAL GUIDE TO BACKPROPAGATION

Matrix multiplication gradients

A tiny input change follows several paths. Add its effects on the loss.

A scalar loss follows:

L =1f(H) — incoming gradient

(Nx K)@ (Kx D) =(N x D) (DX N)@ (N x K) = (D x K)

Remember: replace the input with G; transpose the other input; keep its original side.
Shapes: XisN x D, WisD x K, and Hand G are N x K.

01 Follow one entry to the loss

Use these values and incoming gradients at the point where we differentiate:

1 2 2 3 4 6
X = W = G =
3 4 5 7 1 2

Arrow labels are derivatives: how much a small change is multiplied.

Change one input entry Change one weight entry
One input affects outputs across its row. One weight is reused across input rows.
LOCAL EFFECT LOSS SENSITIVITY LOCAL EFFECT LOSS SENSITIVITY

Wi1=2 Gi11=4 X11=1 Gi1=4

=2'4+3:-6=206

aX11

AX11 =€ = NAL=26¢ AWi,=¢ = AL=T¢

02 The proof is the scalar chain rule

Hijj = inrer Gjj= oL
r

aHU
Hold W fixed; vary X Hold X fixed; vary W
oH oH X
Xy 1 aer = Nir
Only outputs in row i depend on this entry. Only outputs in column j depend on this entry.

ZG,,Wr, (GWT);r Zx,rG,, (XTG)y

The transpose lines up the matching terms so @ performs exactly these sums.

03 What if you literally mean oH/oX and oH/oW?

H is a matrix, so these are Jacobians: one derivative per output/input pair.

oH oH
xe = O0iaWh; s = XiaOjb
AH = (AX)W with W fixed AH = X(AW) with X fixed

0 equals 1 when its two indices match, and 0 otherwise. Backprop combines these derivatives with G.

Assumptions: real 2D matrices; X and W are separate inputs; L depends on them through H. @ = matrix multiplication.




